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Market Insights: Trustworthy Al in Europe (2026)

* Total European Al Market: Projected to reach $249.7 billion by 2029
(CAGR 37.8% from 2024-2029), with software as the dominant segment
(IDC European Artificial Intelligence Market Forecast, 2025-2029).

* Generative Al (GenAl): Fastest-growing segment, expanding at a 68.6%
CAGR to $121.4B by 2029—nearly half the total Al market.

* Al-powered Automation: Expected to grow at a 44.5% CAGR (2024-
2029), outpacing standalone automation. Revenue for Al and agentic
automation in business automation platforms will reach $5.9B by 2029
(IDC European Business Automation Strategies, 2026).
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Adoption and Trust

* Mainstream Adoption: 53% of European midmarket firms already run Al-enabled work models; the rest
plan deployment within 18 months (IDC, Europe Midmarket Adoption of Al Agent Platforms, 2026).

* Scaling Challenge: Most firms bring fewer than half of Al POCs into production—governance,
integration, and operational readiness are the main bottlenecks, not appetite for Al.

* Trust and Governance: Europe is a ‘prove it first' market—buyers demand evidence, explainability,
and compliance before adopting Al-enhanced services. Trust, transparency, and regulatory alignment
(EU Al Act, NIS2, DORA) are mandatory (Market Analysis Perspective: European Services, 2026).

* Al Governance Investment: By 2027, 100% of the Top 100 and 50% of the Top 1000 European enterprises
will spend at least $2M/year on unified Al governance platforms covering security, ethics, and
privacy (IDC Worldwide Al and Automation 2026 Predictions — European Implications).
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Workshop: “Achieving efficient Workshop: “Efficient and

trustworthy Al in the cloud-edge  trustworthy Al frameworks: making pecide Al Trust and Efficiency: theory

continuum” the best of cloud-edge European
data for scalable real-world
industry deployments”

Workshop: “When Data Pipelines

and practice”
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When Data Pipelines Decide Al Trust and Efficiency:
theory and practice

.'-'.-'-J;

PANDORA  , oror vanoro ()TURING

What we bring to the session

* Insights into the current developments and * Understand efficient trustworthy Al
portfolio of solutions working on making the (conceptual framing)
best of data for efficient and trustworthy Al. . o o
Advantages and limitations. * Operationalise it (methods, pipelines, tools,

mechanisms)
* Clear exposure of pilots and practical use . o .
cases in different industrial environments ° Mfasu)"e it (KPIs, validation methodologies,
pilots
* Collective work addressing elements like
trustworthy Al in operation, adaptive and
resilient Al systems, alignment with EU
regulation or adoption at scale.
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How do you frame the
concept of efficient
trustworthy Al?
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Project Overview [P/ ANDOIRA

* The project focuses on advancing Al and data engineering to drive
industrial innovation and enhance the EU economy. It addresses
challenges in loT-generated data processing, aiming to create a single
data market for Europe’s global competitiveness.

* Two main goals:
* Prepare & delivering trustworthy datasets,
* Enhance Al models’ accuracy and sustainability in AloT systems.

° Increase autonomy, trustworthiness, and energy efficiency
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2/ ANDOIRA
How the project understands efficient
trustworthy Al

* Data-centric trustworthiness: Focus on trustworthy datasets
(completeness, consistency)

* Transparent Al: Emphasis on explainability, uncertainty

* Efficiency across the computing continuum: Al pipelines for edge-cloud
environments optimizing energy, latency and scalability

* Resiliency and robustness: Handling noisy, incomplete, heterogeneous
data via advanced data engineering and learning methods

* Trust: Data quality + Model behavior + System operation

DATAWEEK
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TURING: Trustworthy Unified Robust
Intelligent Generative Systems TURING

* TURING focuses on Al for high-impact scientific and engineering domains:

* nuclear energy
* high-energy / particle physics
° meteorology

* complex physical systems more broadly

https://turing-project.eu
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https://turing-project.eu/
https://turing-project.eu/
https://turing-project.eu/

How TURING understands Efficient E
Trustworthy Al TURING

TURING frames efficient trustworthy Al as physics-aware foundation Al that accelerates scientific
modelling while remaining reliable enough for high-stakes use.

* Navigate a trade-off across performance & efficiency
parameters under:

* Variations and changed conditions in input data

* Environmental and physical parameter configurations

Pre-training

* Adversarial manipulations

Physics domain

Pre-trained
representations

re-tr.
TURING model

Foundation model

DATAWEEK
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RAIDO’s Identity & Vision

RAIDO provides a holistic framework for Trustworthy and Green-Al,
integrating automated data curation, Digital Twins, and diffusion
models to produce high-quality, unbiased training data. It ensures
transparency, explainability, and accountability via XAl, blockchain,
and energy-efficient orchestration across the E2C continuum, while R AI DO
supporting adaptive HITL interactions.

30 11 36 4

Partners Countries Months Real-World Pilots

Call: HORIZON-CL4-2023-HUMAN-01-01 Topic: Efficient trustworthy Al, Duration: 1 January 2024 - 31
December 2026, Project ID: 101135800
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RAIDO’s Conceptual framework

* Pillar | — Automated enrichment of data for Al = Data Quality & Fairness

RAIDO

Trustworthy Al starts with trustworthy data. Automated curation, synthetic generation via Digital Twins and diffusion
models, and FAIR-compliant federated mining ensure quality, unbiased training data.

* Pillar Il — Data & compute efficient models and Al orchestrator - Efficiency & Sustainability

Trustworthiness must not come at the cost of energy waste. Knowledge distillation, few/zero-shot learning, and a
Green-Al orchestrator jointly optimise model quality and computational footprint.

* Pillar Ill — Ethical & unbiased data, Al explainability (XAl) = Transparency & Explainability

Enhance the explainability, fairness, and transparency of the Al models. XAl (SHAP, LIME), bias detection, and HITL
feedback ensure every decision is auditable & traceable.

* Pillar IV — Flexible, energy-efficient E2C deployment - Accountability & Traceability

Optimise and automate the Al E2C pipeline and performance.
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Project title: Al-Ops Framework for Automated, Intelligent and Reliable Data/Al Pipelines Lifecycle with Humans-in-the- Loop and Coupling of Hybrid Science-Guided and Al Models

Al-DAPT vision to efficient and trustworthy Al

Al-DAPT does not treat efficiency and trustworthiness as separate concerns. Instead, they are co-designed through
the full data and Al lifecycle.

Two axes, four practical dimensions
Al-DAPT develops a data-centric AlOps
framework for robust, intelligent and

scalable data/Al pipelines that

continuously learn and adapt with human XAl-driven Data Ops Hybrid Science-Al Models

oversight. @ Transparent preparation, quality @ Domain knowledge and physics-
checks, bias awareness and data based principles combined with

The project structures its technical response SEREELI: SR LT

around two complementary axes:

Collaborative Engineering Adaptive Al
better data for Al through transparency, . .
curation and human vagiidationp ’ @ Human-in-the-loop feature Models monitored and retrained
selection, validation and domain- to remain reliable as conditions

\ informed data preparation. / \ evolve. /
better models through hybridisation,

explainability and adaptation

Al/MODEL

Efficient Al = reusable, automated and adaptive pipelines | Trustworthy Al = explainable,
observable, human-supervised and grounded in quality data and domain knowledge
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MANOLO is a Horizon Europe project led by CeADAR for =D
trustworthy and lighter, high-quality Al models in cloud-edge MANOLO
distributed environments

"
tlIl

CeADAR

Ireland’s Centre for Applied Al
II' I
PROJECT PARTNERS

ali,
ceaprr @ PARY) EVIDEN

UM w Y
| I DEMOKRITOS

universits vocos RS (B PAL Zsoon RN o @)oo
Part of l._.:- . “ Funded by the European Union under GA no. 101135782, Views and opinions expressed are however - Funded by

The Al Data Robotics those of the auth.ors only and do |"|ot necess:anly reflect those of th.e European Union or CNECT. Neither the European Union
the European Union nor the granting authority can be held responsible for them.

Fraunhofer IIS &zm—-
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Trustworthy Al Tools and Methods MANOLO
« Transparency S
« Oversight Mechanisms
« Accuracy « Risk and Impact Assessment
« Security « Data and Governance
« Human Al Teaming (HAT) « Technical Tools
« Environmental assessment « Documentation
 Access to Ecosystem « Roadmap for Compliance
EDIH | .
E?fr;hﬁgz?:n:nﬂ'fitlnn ..I.IIIII. s tarwt B RTY -r—— l\‘- BDU d ’: Errr\H
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EuroHPC Al Factory Ant =c e
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PUBLIC SECTOR
N
{7
N
%
CUTTING EDGE EXPERIENCE & BEYOND RESEARCH NOT FOR PROFIT FUNDING ACCESS NOT RESTRICTED TO
EXPERTISE SPECIFIC TECH STACK
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| CLS

CeADAR MaNOLO Conceptual Technical Framework

Ireland’s Centre for Applied Al

Al Pipeline Inference and

Monitoring

Quality Robustness Quantification
Integrity Traceability Optimisation
Privacy Efficiency Accountability

\ J - J \ J

Trustworthy — Complete - Streamlined

ot
Pict of ‘ng Funded by the European Union under GA no. 101135782. Views and opinions expressed are however Funded by
s The Al Doto Robotics those of the authors only and do not necessarily reflect those of the European Union or CNECT. Neither h "
Assocetion . : X { the European Union
the European Union nor the granting authority can be held responsible for them.
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- C<S
Y MANOLO
CeADAR MANOLO Trustworthy Efficient Al - Framework I

Ireland’s Centre for Applied Al

What Does a Z-Inspection® Assessment Produce?

The assessment generates structured findings across five domains, mapped to EU Trustworthy Al requirements.

Claims

Assertions by
stakeholders about
functionality,
performance, safety,
and compliance. Each
claim requires
evidence.

5

Technical
Issues

Gapsinrobustness,
accuracy, latency,

hardware constraints,

and system
architecture,

8o

Ethical
Issues

Concernsrelatedto
privacy, informed
consent, [airness,
transparency, and
human oversight.

»

Regulatory
Issues

Compliance gaps with
GDPR, EU Al Act, MDR,
and other applicable
legal frameworks.

q
h
Tensions

Conflicts between
competing
requirements, e.g.
privacy vs.
performance, efficiency
V5. ACCUracy.
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| C<S
ali MANOLO

CeADAR MaNOLO Trustworthy Efficient Al - Framework

Ireland’s Centre for Applied Al
n° I Manolo
Final

Changes

Integrate Validate / Amend Evaluate Validate / Amend

'\ésglﬂgtg‘ Requirements System Requirements

Integrate Trustworthy
Manolo Requirements

Final
Design

7

&) &)
Research  Deploy .
& Design  Prototype Design \
Implement

\ \ & Test
Implement Implement

& Test & Test
Inception Phase: Elaboration Phase: Transition Phase:
Cycle 1 Cycle 2 Cycle 3
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et of oo Yot Ethical Issues and
Tensions

Robustness vs Explainability

Basckground study
Evidence Base

User privacy, safety and data
protection vs Transparency

Accountability

User autonomy vs technical
robustness/bias/justice

Figure 2: MANOLD Z-lnspection™ Co-Design Framework

MANOLO

Regulatory Issues and
Tensions

Compliance with GDPR, Al Act,
Cybersecurity, domestic/sectoral
regulation

KPIl Assessment

Mitigation Measures

Aligned technological innovation with ethical considerations, ensuring transparency,
privacy, inclusivity, and accountability based on stakeholders’ feedback
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How do you make

trustworthiness operational?

(methods, pipelines, tools, mechanisms
your project is using)
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2/ ANDORA

How we operationalize it

Phase 1 strategies Phase 2 strategies

1. Synthetic Data Generation " M¥ — m

[
2. Uncertainty Quantification —#—m

3. Explainable Domain-inf. Modeling A

¥

7. Robust & resilient learning

{.}- 8. Distributed & Federated Repres. Learning

Customizable and
Trustworthy Datasets

‘;’)4- 9. Continuous, explainable and domain-inf. Al

4. Semi-automated Annotations —l‘ﬁTi—

/v 10. Continual Deep Learning

o

v
6. Validation & Verification

5. Data summarization " -\Tmu

¥

11. Split Deep Learning Inference

DATAWEEK
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=/ ANDOR/\

How we operationalize it

End-to-End data pipelines Data efficiency
* Data collection & ingestion mechanisms * Synthetic data generation (time-series & images)
* Event-driven, modular architecture * Dimensionality reduction
Efficient Al execution Core technical components
* Continual learning * Federated learning
* Adaptive inference for edge-cloud * Uncertainty Quantification
optimisation * Explainable Al
° Runtime-efficient inference pipelines * Data completion & annotation

DATAWEEK
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How TURING operationalises Efficient
Trustworthy Al

TURING operationalises trustworthy Al by embedding trustworthiness into the complete pipeline
from data curation to model deployment and user-facing validation.

TURING

. | Whitel
Domain analysis | model
(WP2)

Data analysis

Domain
representations
extraction

Baseline Al
model selection

DATAWEEK
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Pretraining
(WP3)

Physics-informed
Al
ﬁ

Interpretability in
= lower-dimensional
representations

—_—

Model-agnostic
Meta learning

—d

Adversarial robust
model training

—

Federal and
Distributed
Transformers

ﬁ

Finetuning
(WP4)

Low-shot learning

—

Uncertainty
quantification
and trade-offs

——

Efficient inference

——

User-centric
services
(WP5)

Computing
Infrastructure

—_—

Pre-trained Al
foundation models
and user query
services

TURING models
training & inference
pipelines
ﬁ

Integration and
deployment
pipelines

—

Applications/
Evaluation
(WP6)

Nuclear domain
physics models
and simulations

——

Particle
physics models
and simulations

N

Weather
physics models
and simulations

NE—




RAIDO’s Data Pipelines & Synthetic Data

RAIDO

ENRICH - Data Enrichment, Curation and Distillation, and Federated Mining pipeline
* Federated data mining across distributed sources, preserving FAIR principles and data sovereignty
* Automated preprocessing: noise removal, outlier detection, missing data interpolation
* Auto-annotation for image, text, and timeseries data with bias-aware quality checks.

DATAGEN - Engines for Synthetic Data Generation powered by Generative Models and Digital
Twins

* Controllable diffusion models & Digital Twins with photorealistic 3D rendering (Unity3D / Unreal) for
rare-case data synthesis

®* Domain adaptation techniques to bridge the synthetic-to-real gap

DISTIL - Few- & Zero-Shot Adaptation and Distillation of Vision-Language models for Energy and
Compute Efficient Learning
* Grouped & Hyper-Prompting for few/zero-shot adaptation of models

® Target: 20% training time reduction

DATAWEEK
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RAIDO’s Trust & Efficient mechanisms

RAIDO

XAl - Framework for Al Explainability, Transparency & Trustworthiness

* 4-level trust assessment spanning the full pipeline: data source - feature quality - learning fairness -
model performance

®* SHAP + LIME explanations, bias detection in all 4 pilots
ORCH - Self-Evolving Green-Al and Data Orchestration

* Self-evolving orchestrator managing data + model optimisation jointly

* Feedback loop: monitoring layer + HITL operators

DATAWEEK
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Operationalizing efficient and trustworthy Al:

from Data to Model

* AI-DAPT makes data readiness inspectable and governable before model training . Data Design for Al

* Data and Al workflows are structured as pipelines, rather than hidden scripts.
Purpose, harvesting, EDA, documentation

& valuation - data as assessed assets

* DAVE (Pipeline Manager) supports visual pipeline design, allowing users to connect data sources,
transformations, models, and validation steps.

* Intermediate outputs can be inspected after pipeline steps, helping users understand how data

changes and where issues appear.

= JWPAI-DAPT

Home Basic usage demo X P Basic usage demo  x

Data Analytics @ c

Environment
@ Home
@& seings

Sa Account

Filter Cols

8 Datasets nnector - Transformer

LB Expsriments

@ Models

Worktiow Execution 1D Run Workflow logs x  Data X

® Scheduled - 2025-10-27 00:00:00

® Manual - 2025-10-27 17:27:15

® Manual - 2025-10-27 17:35:17

® Manual - 2025-10-27 17:44:07

B e oo @

® Manual - 2025-10-29 15:48:21

10 rows of-data generated by each operator

& Buno Monte

n Data Curation for Al

Cleaning, selection, annotation and
. | CocisionTree = | transformation 2 quality + semantic
-2 consistency

n Data Generation for Al

Synthetic data generation and utility
assessment > scarcity, privacy, edge cases

Encode N =

Transformer

s are visible -

DATAWEEK
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Operationalizing efficient and trustworthy Al:

from Model to Operation

* AI-DAPT keeps models trustworthy after training through Hybrid Model Delivery
evaluation, monitoring, and adaptation

Hybrid definition, training, sparse generation,
* Hybrid model delivery combines machine learning with domain knowledge and evaluation and deployment > scientific

scientific principles, reducing reliance on black-box learning alone. knowledge + ML

* Models are evaluated not only for performance, but also for explainability, Exolainabili .
) ] ) xplainability & Evaluation
robustness, trustworthiness, and domain alignment.

* Data and model observability monitor drift, performance degradation, and Check performance, interpretability,
: : - trustworthi i twith i
changes in operational conditions after deployment. e;upse\::vt(; o and alignmentwith domain

* Adaptive Al mechanisms support retraining, recalibration, or controlled updates
under human supervision.

O t HITL: the pipeline can pause for HOTL: users configure rules, thresholds and Monitor data, model and context drift >
PErators [y preferences, then supervise execution. retrain, recalibrate or control model updates

DATAWEEK
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* C£S
3 MANOLO
CeADAR MANOLO Operationalisation - Technical approach

Ireland’s Centre for Applied Al

Al Pipeline Inference and

Monitoring

DATAWEEK

Quality & Bias:
Integrated tools for
dataset quality
evaluation and bias
metrics at training

Lineage: Advanced
tracking
algorithms to audit
system access to
models and

Lineage: Advanced
tracking
algorithms to audit
system access to
models and

and inference. datasets. datasets.

Privacy: Automated Advanced Explainability (XAl):
Anonymization Compression: Real-time tools to
and Multimodal Pruning, interpret model

Synthetic Data
generation to
safeguard sensitive
information.

Drift Detection:
Automated
monitoring to
identify when live
data deviates from
training sets.

Quantization
(weight reduction),
Knowledge
Distillation
(Teacher/Student).

User Controls:
Custom accuracy
thresholds and
MLFlow
integration for full
lifecycle
mManagement.

)

outcomes and
evaluate
robustness during
production.
Visibility:
Centralized
dashboard for
visualization of
production data
and system health.

)

JOIN.LEARN.SHARE.GET VALUE



- LS
Y MANOLO
CeADAR MANOLO Operationalisation - Methods -

Ireland’s Centre for Applied Al

 Arazo, E., Stoev, H., Bosch, C., Suarez-Cetrulo, A.L., Simoén- e

Christin'Seifert (Eds)

Carbajo, R. (2024). Xpression: A Unifying Metric to
Optimize Compression and Explainability

0 =02 08 =08 — Robustness of Al Models. in: Longo, L., Lapuschkin, S., Seifert, C.
§° §° / _— (eds) Explainable Artificial Intelligence. xAl 2024. Communications in Computer and
£ e Information Science, vol 2153. Springer, Cham. https://doi.org/10.1007/978-3-031- pr—————
0.2 _— 02 /S 7 | —e=01 mxaﬂg:l{"-mm
— L o ©63787-2_19 5
T L T S B U
Rarvep Razvrp — e=06 o
(a) (b) — e=1.0 @
oF Ramrn = 0.2 . Ryyrp = 0.8
0.6 0.6 e &) Springer MOREMEDIAQD
S I L * ML methods to minimize Resource-Utility Friction
ey ow ey between Competing Objectives in Trade-Offs (currently
« W under peer review)
o p béf}m Funded by the European Union under GA no. 101135782. Views and opinions expressed are however Funded by
e The Al Doto Robotics those of the authors only and do not necessarily reflect those of the European Union or CNECT. Neither .
Assocetion . : X { the European Union
the European Union nor the granting authority can be held responsible for them.
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CeADAR maNOLO Operationalisation - Dashboard

Ireland’s Centre for Applied Al
| I ’ I

20f03ed533b d5a0 MANOLO

“  explainabiiity/gradcam sample_14.png © %

Input (Pred: 40, Conf: 100.00%)

Attribution (gradcam)

-

m Funded by the European Union under GA no. 101135782. Views and opinions expressed are however Funded b
Part of Robaot th f the authors only and do not necessarily reflect those of the European Union or CNECT. Neither g y
U u I . i .
oo ioagiay ose y y P the European Union

the European Union nor the granting authority can be held responsible for them.
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How do you measure or assess

trustworthiness?
(KPIs, validation methodologies, pilots)
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2/ ANDORA

How we measure it

* KPIs:

* Accuracy improvements +20% across tasks
Reduction of human intervention
* Increase accuracy of uncertainty prediction by 15%
* Decrease in the response time for Al models inference by 20%
* V&V Methodologies:
* Component level verification
* Pipeline-level validation
* Pilots & real-world testing
* Distributed Al for predictive edge “apps” (SIEMENS)
* Network monitoring & anomaly detection in 5G enabled smart building (ERICSSON)
Visual quality inspection (PHILIPS)
Critical Energy Infrastructure (FRAMATOME)
Energy efficiency in production (HALCOR)

DATAWEEK
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How TURING measures Efficient E
Trustworthy Al TURING

TURING measures efficient trustworthy Al by asking whether the system is accurate, robust,
explainable, physically meaningful, faster than existing approaches, and trusted by domain
experts.

* Accuracy and generalisation: models are evaluated on their ability to generalise across different physical conditions,
tasks, geometries, or particle/system configurations.

* Robustness: models are evaluated under changed input conditions, adversarial inputs, and domain shifts.
* Explainability: the project measures whether explainability outputs are positively evaluated by relevant users.

* Uncertainty quantification and confidence: TURING measures whether models provide confidence or uncertainty
estimates at useful levels, including targets for confidence accuracy on seen and unseen tasks.

* Computational efficiency: TURING measures response time, simulation time, inference speedup, and reductions in

KPI example

consistency with physical constraints

computational demand.

explanation completeness

.D ATAw E E K confidence score to unseen tasks

JOIN.LEARN.SHARE.GET VALUE downstream task accuracy after fine-tuning




Pilot Spotlight: Predicting PV Panel Powel
Generation RAIDO

The main objectives of the Use-case Scenario are:

®* Main Goal: To predict the energy generation of our PV panels system in the
AYESA Headquarters — Seville (Spain).

® High Accuracy Requirements: The prediction must be as accurate as possible,

effectively handling physical constraints.

* Edge-Optimized Efficiency: The forecasting algorithm should demonstrate low

computational overhead, reduced energy consumption, and limited human

involvement in the retraining process

® Plug & Play Automation: The system should require minimal user intervention

DATAWEEK
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Predicting the power generation of PV

pan e IS RAIDO
Data:

Local Execution Pipeline

Datasets (time series) coming from PV Panels generation
* Data Ingestion — reading telemetries (time series) (AYE)

directly from PV panels KPI
Objective Identifier

* Automated Preprocessing — duplicate removal, missing

12% reduction of CO2 KPI_1
data interpolation 14% decrease in costs for
generation, distribution and KPI_2
* Al Inference — execution of forecasting models storage
20% decrease of training time KPI_3
* RAIDO Sync — outputs prepared for central orchestrator >95% unbiased and explainable KP| 4
interaction gatd B
<1min decision time with HITL KPI_5
t>_3% increase of the E2C deployment KPI 6
ime. _

DATAWEEK
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Pilot Validation & KPlIs

_ - ( CHARIT E Current status: pilots are designing pipelines and
Demonstrator 1 - Health ‘Personalised medicine based on KPI collection; full validation will follow during pilot

non-invasive Glucose monitoring’ MCSs execution.
DATALABS

& INTELLIMECH'

Demonstrator 2 - Robotics & Cognitive Ergonomics Sl L VLTE%‘(*;)
| ‘Human-centered automation’ MADE Reduction of MTTR (Mean 20-30%

| Competanca Cantar |80 Time to Repair)
Increase of RUL (Remaining 15-20%

. Useful Life)
Zénle Effort Reduction for New 90-95%
Contracts
2@ Maintenance Data: Reduction 50%
. or ermors
domx Edge Device Power 10-20%
| Consumption

OHS

£l Demonstrator 4 - Manufacturing ‘Predictive Maintenance Eg-pE=mr!

[ of Production Assets’ BIBR
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| CLS

CeADAR MANOLO Validation - Pilots

Ireland’s Centre for Applied Al

Collaborative Assembly in a
Manufacturing Environment

i

Funded by the European Union under GA no. 101135782. Views and opinions expressed are however
The Al Doto Robotics those of the authors only and do not necessarily reflect those of the European Union or CNECT. Neither
f— the European Union nor the granting authority can be held responsible for them.

Funded by
the European Union

Part of
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| CLS

CeADAR MANOLO Validation - Pilots

Ireland’s Centre for Applied Al

== Bitbrain

Meaturement

Data processng Run A

Collaborative Assembly in a Auditory Stimulation for Memory
Manufacturing Environment Consolidation
o p Iﬁgﬂm Funded by the European Union under GA no. 101135782. Views and opinions expressed are however Funded by
e The Al Doto Robotics those of the authors only and do not necessarily reflect those of the European Union or CNECT. Neither "
Assocetion . : X { the European Union
the European Union nor the granting authority can be held responsible for them.
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Al MANOLO

CeADAR MANOLO Validation - Pilots

Ireland’s Centre for Applied Al

== Bitbrain

Meaturement

Data processng Run AJ

Collaborative Assembly in a Auditory Stimulation for Memory
Manufacturing Environment Consolidation

those of the authors only and do not necessarily reflect those of the i NECT. Neith
e Do o ly y EWOpeen Lman.of CNECT Rlether the European Union

iy m Funded by the European Union under GA no. 101135782. Views and opinions expressed are however - Funded by

the European Union nor the granting authority can be held responsible for them.
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| C«®

CeADAR MANOLO Validation - KPIs

Ireland’s Centre for Applied Al

W
| I I Indicator Target | Prog
Value ress

Energy reduction and performance improvement (CPU,
1 Speed) in training models (with minimal loss or accuracy for >30% v
the same task) in at least 4 HW architectures

2  Model compression factor =3 |
3  Dataset volume reduction in re-training activities at the edge  >50% ?
4  MNovel algorithms for energy/data efficient ML developed >4 &
5  New efficient models +25 |
Overall energy reduction in computing processing in o
6 ; =25% |
cloud-edge settings
7 Combined energy reduction in model training plus > 40% ¥
re-training activities
8 Training time reduction = 40% |
9 GHG emissions reduction 25% |
Part of x\“ Funded by the European Union under GA no. 101135782. Views and opinions expressed are however Funded by
s The Al Doto Robotics those of the authors only and do not necessarily reflect those of the European Union or CNECT. Neither "
Assocoton . ; X E the European Union
the European Union nor the granting authority can be held responsible for them.
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Thank youl!

\ ORGANISED BY I F!:
- AR BDV : SUPPORTED BY The Research IN COLLABORATION WITH -

Council of Norway
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Extra slides, Extra-Brain

ORGANISED BY I F!: T
IDATAw E E K \- BDV > DATA SUPPORTED BY The Research IN COLLABORATION WITH L E N NU

Council of Norway
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2
Conceptual framing e
* Specificity of the underlying brain-like computing technology

* Process / iterative human-centric cycle approach

DATAWEEK
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Conceptual framing / methodology

e Start with the Ethics Guidelines for Trustworthy Al as a soft
law framework.

* Prioritize principles, define corresponding benchmarks and
measure progress

* Use tools, e.g. ALTAI to evaluate the risk of our Al

* Involve technical & SSH stakeholders (identify who is actual
user and how they interact with our Al)

* Consider explainability needs in two directions - who builds
compliant systems and end users to understand them.

* Use explainability to fulfill transparency and incorporate in
other principles if relevant.

1. EC’s
5. Alignhment Ethical

with the EC’s Principles as
Al Act the
Foundation

Iterative Design Process

4, Human- 2

Centered Prioritization
Design, Co- and
design & Co- Benchmarkin

creation g

3.
\Explain ability

as a Means to
Trustworthine
Ss

DATAWEEK
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Explainability as Means to Trustwortiness

Ethics for Trustworthy Al

Human Agency e Privacy and Data
. Robustness and
and Oversight Safety Governance

* While explainability is a crucial part of transparency, we
see it as one of many tools in the trustworthiness toolbox.

* For example,

institutions to show why a particular loan application was
approved or denied, enabling them to justify decisions to
regulators or applicants.

:° In a credit scoring system, explainability allows financial

* If a hiring algorithm favors certain demographics, explainable
Al can reveal the underlying cause, enabling corrective action
* to ensure fairness.

DATAWEEK

Transparency

|

Transparency

[ Traceability

)
 Bptanaty

Societal and
Environmental
Well-being

Diversity and
Fairness

Accountability :

» Tailored explainability bridges the gap between

technical design and practical usability. It
supports better outcomes, increased trust, and
compliance with ethical and legal standards.

In our use cases, explainability is tailored to the
target audience:

* For developers - Tools and methods that enable them
to understand and debug Al models.

* For final end users - Simplified interfaces and
explanations that align with their cognitive and
contextual needs.
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What do we do in EXTRA-BRAIN?

* We follow our “Trustworthy Al” process with human-centric mindset
* UC owners’ prioritisation and workshops with stakeholders (every 4 months)
* Each UC owner: ALTAI & Al Act for prioritized ethical principles (every 4 months)
* Qutcomes review meetings to guide co-creation and co-design activities

* Regular update of prioritization tables, risk register - multi-level/stage evaluation

DATAWEEK
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What do we do in EXTRA-BRAIN?

°* Emphasis on evaluation

* Benchmarks as tangible goals that help us demonstrate evidence of our system’s
alignment with ethical principles (UC specific principles and benchmarks)

* Feedback collection (surveys, stakeholder calls, expert review)
* Qutcome: Update risk register & improvements per UC

* For example, in UC1 a set of explainability requirements ties directly to
prioritized principles and stakeholder input ensures that explanations are usable,
not just technically correct

* Key role of the External Ethics Advisor

DATAWEEK
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What do we do in EXTRA-BRAIN?

* Emphasis on evaluation

* Benchmarks as tangible goals that help us demonstrate evidence of our system'’s
alignment with ethical principles (UC specific principles and benchmarks)

* Feedback collection (surveys, stakeholder calls, expert review)
* Qutcome: Update risk register & improvements per UC

* For example, in UC1 a set of explainability requirements ties directly to prioritized
principles and stakeholder input ensures that explanations are usable, not just
technically correct (from counterfactual, prototypes to neuromorphic model based
explainability)

* Key role of the External Ethics Advisor and cyclic co-creation workshops
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UC1 as an illustrative example

e/

Improved Brain-Inspired Perception in Autonomous Robots <%

HDMI Interface
Mission Managment:
- Start/ Stop
= Visualization: Maps,
Robots, State, Victims

« Enhanced multi-modal perception and improved we. 1

RosEridge

terrain navigation capabilities

. . . . Local Network I . i
« Towards brain inspired gestalt perception _:’ut'f_’ff,,-'

High-level commands
= Terrain-related goal navigation Sensors
+ Images (jpg. png)

= PointCloud (pcd, pcl)

Neuromorphic .
Unit point (XYZ)

[ ] AS a reSUIt: - : 5 k?ﬂig?;rg)victimsin images
+ Enhancing safety in hazardous environments &)

Low Level Control

» More reliable risk identification, terrain S (Embeded Boara) Ll
.. . . . = MPC based Controller Propioceptive ~— %
recognition and victim detection ey S S
= Encoder (position/ velocity)
* Meaningful support in search and rescue operations [
Socket Stage
Sensors Data Flow Client Server

data adaptation

Ethernet-Wired
Communication

DATAWEEK
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Examples for illustration

Prioritization and Benchmarking — USE CASE 1 (and First Cycle)

Ethical Principle Prioritization Benchmarks / Metrics Explainability Aspect

Manual override available
Human Agency and Oversight High Human-in-the-loop for critical decisions
Accessible decision logs

Operator dashboard showing robot decisions and intervention
options.

Success rate in rough terrain navigation

. - Visualization of risk maps and alternative routes for navigation.
Accurate detection of victims

Technical Robustness and Safety High

Facial anonymization (critical zones)

Explain how images are anonymized and what data is stored.
GDPR compliance B g B

Privacy and Data Governance High

. Documented model decisions . . . .
Transparency Medium . Heatmaps and cross-attention visualization for images.
Stakeholder-friendly reports

Balanced dataset (age, gender, ethnicity)

Diversity and Fairness Medium . . o . Explain fairness measures and dataset composition.
Bias metrics for victim detection
Societal and Environmental Well- Minimized environmental impact .
. Low L Report on energy consumption.
being Energy efficiency
Accountability High Decision and responsibility tracking Clear explanation of traceability and complaint mechanisms.

DATAWEEK
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Examples for illustration

DATAWEEK
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USE CASE 1 prioritization — EA’s observations (summary)

Ethical Principle

Prioritization

Key observations

Human Agency and Oversight

High

The robot is not fully autonomous. Key decisions (navigation, victim detection) remain under
human control. Operators can override the system at any time. Oversight is adapted to the SAR
context, where operators are technical experts.

Technical Robustness and Safety

High

Safety and robustness are treated as core requirements. Errors could directly harm rescue
operations. The system needs continuous monitoring, clear rules for re-assessment after changes,
and attention to unintended behaviours.

Privacy and Data Governance

High

The system processes sensitive visual data (victims, bystanders). Privacy protection goes
beyond anonymisation and includes procedures, documentation and lifecycle data protection
rights, adapted to emergency contexts

Transparency

Medium

Transparency is designed for technical operators, not lay users. The system provides real-time
visual cues during missions and detailed logs for post-mission analysis. Limitations and uncertainty
are clearly signalled.

Diversity and Fairness

Medium

Fairness focuses on consistent performance across conditions, not only demographics. Datasets
include diversity in age, posture, environment, visibility and equipment. Synthetic data is ethically
justified.

Societal and Environmental Well-
being

Low

The main goal is saving human lives. Basic monitoring of energy use and battery life is in place,
supporting both environmental awareness and operational reliability.

Accountability

High

The system ensures decision traceability. Outputs are linked to model
versions, configurations and sensor data, enabling post-mission review, auditing and learning from
failures.




UC1 lllustration (after First Cycle)

« Recommendations

o Human agency and oversight
= No recommendation for this requirement.

o Technical robustness and safety

= Monitor system changes and trigger reviews
when needed.

= Ensure Al meets intended application goals
continuously.

= Anticipate risks from novel/unexpected methods
the Al system may develop.

o Privacy and Data Governance

= Enable user rights: withdraw consent, object,
and be forgotten.

DATAWEEK
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UC1 lllustration (after First Cycle)

« Recommendations

= Regularly check if users understand Al decisions.

» Provide clear training materials and usage
disclaimers.

= Monitor and mitigate biases throughout the Al
lifecycle.

» Engage impacted communities to define fairness.

= Use quantitative metrics to measure fairness.

= Ensure accessible interfaces for all users,
including those with special needs.

» |nvolve target end-users during system design.

DATAWEEK
JOIN.LEARN.SHARE.GET VALUE



UC1 lllustration (after First Cycle)

« Recommendations

= Consult impacted workers and stakeholders.
= Provide communication, training, and education at all levels.

o Accountability
= Engage internal/external ethical experts or boards.

= Consult stakeholders, especially those at risk of adverse
impact.

= [nvolve third parties to identify risks and vulnerabilities.

= Ensure mechanisms for redress, with focus on vulnerable
groups.

DATAWEEK
JOIN.LEARN.SHARE.GET VALUE



UC1 lllustration

= UC1 is a strong reference example for
Trustworthy Al in safety-critical
environments such as search-and-rescue
robotics.

= Ethical priorities are well aligned with real
risks to human safety, with clear focus on
human oversight, robustness, privacy and
accountability.

= The use of ALTAI effectively supports
continuous attention to critical areas
(robustness, safety, transparency, fairness)
without overburdening low-risk aspects.

DATAWEEK

= The current design, based on offline-trained
models, is ethically appropriate and well
controlled.

= Any future move towards online learning or
runtime adaptation would require:

v explicit human oversight,
v clearly defined triggering conditions,

v' dedicated safety and accountability
safeguards.

» These future control points are already
correctly recognised by the UC1 team as key
ethical requirements.
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